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Abstract—Prefetching and prepromotion are two important 
techniques for hiding the memory access latency. Reference 
prediction tables (RPT) plays a significant role in the 
process of prefetching or prepromoting data with linear 
memory access patterns. The traditional RPT management, 
LRU replacement algorithm, can not manage RPT 
efficiently. This leads to that large RPT has to be used for 
the considerable performance. The cost brought from the 
large capacity limits the usage of RPT in real processors. 
This paper uses bimodal insert policy (BIP) and proposed 
scalar filter policy (SFP) in the RPT management. Owing to 
matching the using characteristics of RPT, BIP can reduce 
the RPT thrashing and SFP can filter the useless scalar 
instructions in it. After testing 8 NPB benchmarks on a full-
system simulator, we find that our approaches improve the 
RPT hit rate by 53.81% averagely, and increases 
prefetching and prepromotion operations by 18.85% and 
53.55% averagely over the traditional LRU management. 
 

Index Terms—reference prediction table, prefetching, 
prepromotion, bimodal insert policy, scalar filter policy, 
cache, memory 
 

I.  INTRODUCTION 

The speed gap between processors and memories has 
always been the bottleneck of computer performance. 
Latency elimination and latency hiding are two kinds of 
important mechanisms for alleviating the memory wall 
problem. Memory hierarchy techniques, which reduce the 
direct accesses to memory by making use of the locality 
in programs, belong to a latency elimination one. 
However, because latency elimination is often limited by 
the reuse exploitation, latency hiding is an effective 
complement to it. 

Prefetching is one of the most important latency hiding 
techniques [1, 2]. Prefetching operations load data into 
memory hierarchies closer to processors before the data is 

actually used. The target memory hierarchy could be 
either cache or register. Since the prefetching process 
does not affect the execution of processors, it can 
implement the parallelism between computing and 
memory accessing. Then the waiting time of processor is 
reduced. Similar to prefetching, prepromotion is another 
latency hiding technique for non-uniform cache 

architecture (NUCA) [3, 4, 5]. To deal with the global 
wire delay problem from large cache design, NUCA 
divides tag and data into difference cache banks, which 
have different cache access latency according the distance 
between the bank and the processor. A prepromotion 
operation moves data into the cache bank closer to 
processors before the data is actually accessed. 

Both prefetching and prepromotion operations include 
two steps. One is to predict the data to be used using 
hardware or software. The other is to execute the data 
loading or moving operation. In the two steps, the 
prediction of memory access pattern is the base one. If we 
predict incorrectly and the wrong data is loaded or moved, 
it even may bring side effects. Because the capacity of 
target memory hierarchy or cache bank is often small, the 
wrong loading or moving may evict the useful data, 
which is the so-called pollution problem. In programs, the 
loop execution often dominates the main execution time. 
So the array accesses with linear mode in loops are one of 
the most optimizing targets in prefetching and 
prepromotion researches. To predict this kind of memory 
access pattern, reference prediction table (RPT) is often 
used [1]. RPT is a small memory similar with cache, and 
it is used to record the history information of memory 
accesses. Prefetching and prepromotion techniques use 
RPT to predict the future memory accesses. Thus, the 
management of RPT is very important and the 
management efficiency will affect the performance of 
prefetching and prepromotion directly. 

Faced the prediction problem of memory access 
pattern, this paper studies the management of the 
reference prediction table for prefetching and 
prepromotion in detail. The main contributions of this 
paper include the followings. 

 

This work is supported in part by the National Natural Science 
Foundation of China under Grant No. 60621003 and No. 60873014, and 
the National High-Tech Research and Development Plan of China 
("863" plan) under Grant No. 2007AA12Z147. The corresponding 
author: Junjie Wu. Email: junjie.ben@gmail.com 

242 JOURNAL OF COMPUTERS, VOL. 5, NO. 2, FEBRUARY 2010

© 2010 ACADEMY PUBLISHER
doi:10.4304/jcp.5.2.242-249



1. According the characteristic of RPT, we use the 
bimodal insertion policy (BIP) in the RPT 
management. To our knowledge, this is the first 
work using the bimodal insertion policy for RPT. 

2. We propose scalar filter policy (SFP) based on 
the BIP algorithm. The scalar filter policy filters 
instructions accessing scalar in RPT and gives the 
more capacity resource to array access 
instructions with linear memory accesses. Thus, it 
improves the utilization of RPT. 

3. We evaluate our methods using eight benchmarks 
from NAS Parallel Benchmark in detail. The 
experimental results demonstrate the 
effectiveness of BIP and SFP managements in 
RPT. 

The rest of this paper is organized as follows. Section 2 
introduces the background and the problem in the RPT 
management. Section 3 studies the bimodal insertion 
policy for RPT. Section 4 details the scalar filter policy. 
Section 5 and Section 6 evaluate our methods. Finally, 
section 7 introduces the related work, and we conclude in 
section 8. 

II.  BACKGROUND 

The reference prediction table is a cache-like memory, 
which stores memory accesses history for recognizing 
linear memory access pattern and predicting the future 
memory accesses in programs. The structure of RPT is 
shown in Fig. 1. The items recorded in RPT is 
distinguished according to instruction address, that is to 

say, if there are two memory reference instructions which 
access a same array, they are recorded in the RPT 
separately. Each item in the RPT includes four fields. 
Instruction tag field denotes the address of the memory 
reference instruction. Previous address field records the 
data address lasted accessed by the corresponding 
instruction. Stride field is the memory access stride 
predicted for this instruction. And state field gives the 
prediction state which is used to recognize the linear 
memory accesses. 

To recognize the linear memory accesses, each 
memory reference instruction experiences the state 
transition as shown in Fig. 2. When a memory reference 
instruction execution for the first time, the corresponding 
item is allocated in the RPT and the state field is set to 
Initial. When this instruction execution again, the stride 
field is updated to the difference between the address 
currently accessed and the previous address stored in the 
RPT and the state field is also updated according the rule 
shown in Fig. 2. Suppose there is a loop with a memory 
reference instruction which accesses an array in a 
constant stride. When the first iteration of the loop is 
executed, the memory instruction is inserted into the RPT 
and the state is set to Initial. When the second iteration is 
executed, the state is transformed into Transient and the 
stride is updated because the initial stride 0 does not 
equal the real stride. When the following iterations are 
executed, the predicted stride will always match and the 
state will be held as Steady. On the contrary, if a memory 
reference instruction in a loop is not accessed linearly, its 
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Figure 2.  State transition for predicting linear memory references 
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Figure 3.  Categories of program segments 

s = a >> 31;
if (s==0)
    c = a;
else
    c = ~a + 1;  

(a) 
for (i=0; i<N; i++) {
    c[i] += a[i] * p + q;
}  

(b) 
for (i=0; i<N; i++) {
    c[i*i] += i;
}  

(c) 

Figure 4.  Three kinds of different program segments 
(a) Non-loop 

(b) Loop with linear memory accesses 
(c) Loop without linear memory accesses 
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state will be transformed to No prediction lastly and there 

is no prefetching or prepromotion operations executed.  
 

 
As shown above, the RPT is the key for predicting the 

linear memory accesses. In Chen’s research, the capacity 

of the RPT achieves 512 items, which is equivalent to a 
cache of 4KB size [1]. The use of this RPT will bring up 
many costs in delay, area and power, and this will limit 
the practical use of prefetching and prepromotion 
techniques. However, if the capacity of the RPT is too 
small, the poor RPT performance will hardly fulfill the 
prediction acquirement. In our study, we find that there 
are two key aspects for solving this contradiction. 

 
1. The item organizing policy of RPTs. The current 

policy used in RPTs is the Least Recently Used 
algorithm (LRU) as same as that in caches [1]. 
Because of the particularity of RPT different from 
cache, we need study a new organizing policy 
that adapts to RPTs more. 

2. The selection technique of instructions stored in 
RPTs. In the current prefetching and 
prepromotion, all memory reference instructions 
are processed in RPTs in the same way. However, 
only instructions that access arrays in loops with 

linear access patterns are really concerned. In the 
current mechanism, other memory reference 
instructions only exert pressure on the rare RPT 
resource. Hence, we need study a technique 
which can distinguish different memory reference 
instructions for improving the efficiency of RPTs. 

Targeting the first problem, section 3 introduces the 
bimodal insertion policy in the management of RPTs. 
And section 4 proposes the scalar filter policy used for 
solving the second problem. 

III.  BIMODAL INSERTION POLICY FOR RPT 

Hardware prefetching relying on RPT is demonstrated 
as an effective technique for hiding the memory access 
latency. However, compared with write buffer and 
victim cache, which also use cache-like memories, the 
use of RPTs is infrequent in practical processors. The 
cause is that the traditional management needs too large 
RPTs. Chen et al. suggest the moderate size of RPTs is 
512, while write buffers in current processors only have 
4 to 8 blocks. The large RPTs lead to large chip areas 
and high power consumption, which limit the use of 
RPTs in practical processors. A possible solution of this 

contradiction is to study the high efficient RPT 
management, and to make small RPTs high performance. 

To study high efficient RPT organization, we first 
study the characteristic of RPTs. In Fig. 3, we divide 
program segments into 3 classes: non-loop segments, 
loop segments with linear memory reference and loop 
segments without linear memory reference. A non-loop 
segment is a program segment that does not contain any 
loop nests. Fig. 4a gives an example of non-loop segment. 
Loop segments with linear memory reference are that 
concerned by RPTs, and Fig. 4b is an example. The rest 
of program segments are loop segments without linear 
memory reference just like the example shown in Fig. 4c. 
Generally, the execution time of loops dominates the 

L1:    read c[i]
          read a[i]
          read p
          read q
          …    ; computing
          write c[i]
          inc i    ; reg op
          if i<N jmp L1
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S5

 
(a) 

S1

S2

S3

S4

S5

if i<
N

 
(b) 

Figure 5.  Execution pattern of memory reference instructions  
in Figure 4b 

(a) Assembly code 
(b) Execution flow of memory reference instructions 
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Figure 6.  An example for comparing LRU and LIP 

when hit in RPT:
if stride == 0 then
    move the hit data to LRU position;
else
    move the hit data to MRU position;

when miss in RPT:
remove the data in LRU position and 
write back if necessary;

if rand(1/   == 0 then
    move the incoming data to MRU position;
else
    move the incoming data to LRU position;

 
Figure 7.  RPT management algorithm after optimizing 

TABLE I.  EXPERIMENTAL CONFIGURATION 

Processor UltraSPARC-III, in-order 
L1 I-Cache 32KB, 64B block size, 4-way set-associative 
L1 D-Cache 32KB, 64B block size, 4-way set-associative 
L2 (NUCA) 8MB, 64B block size, 16-way set-associative 

OS Solaris 10 
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entire execution period of a program, and most loops 
contain linear accesses to arrays in scientific applications. 
Thus, we only need to study a high efficient organization 
of RPTs to fulfill loops with linear memory accesses. 

Fig. 5a shows the pseudo assembly code of the loop 
segment with linear memory reference in Fig. 4b. And  

 
 
Fig. 5b gives the execution sequence of memory 
reference instructions. All the memory instructions in the 
loop are executed repeatedly. In the traditional LRU 
management, the RPT accesses will never hit if the size 
of RPT is smaller than the number of memory reference 
instructions in the loop. This is the main cause that leads 
the poor performance of small RPTs. 

To improve the performance of small RPTs, We 
borrow bimodal insertion policy (BIP) into the 
management of RPTs. BIP is an extension of LRU 
insertion policy (LIP). BIP and LIP are both proposed by 
Qureshi for the management of L2 caches [6]. Qureshi et 
al. separate the cache replacement algorithm into two 
parts: victim selection policy and insertion policy. The 
victim selection policy decides which line gets evicted for 
storing an incoming line. The insertion policy decides 
where in the replacement list the incoming line is placed. 
In the tradition LRU policy, the victim selection policy 
always chooses the line in LRU position will be evicted, 
and the insertion policy always inserts the incoming line 

into the MRU position of the replacement list. LRU 
insertion policy means all incoming lines are placed in 
the LRU place. Fig. 6 shows the difference between LRU 
and LIP. The RPT in the figure has the size of 4 blocks, 
and the program segment in Fig. 4b is executed. The left 
arrows of RPT in Fig. 6 denote the incoming data, which 

are accessed by memory reference instructions, and the 
right arrows give the evicted one. As shown in Fig. 6,  
 
there is no hit in the LRU management, while the hit rate 
achieves (N-1)/M in LIP, where N is the size of the RPT 
and M is the number of memory reference instructions in 
the loop. However, once the RPT is full, LIP will always 
insert the data into the LRU place. If there is no reuse 
happening in the LRU place, the RPT will become very 
low efficiency just as it only has one block. Hence, 
Qureshi et al. proposed BIP [6]. BIP is similar to LIP, 
except that it infrequently (with a low probability ) 
places some incoming lines into the MRU positions. 
Finally, Qureshi proposed dynamic insertion policy (DIP) 

TABLE II.  L2 NUCA CACHE CONFIGURATION DERIVED  
BY CACTI 6.0 

Layout 4 rows × 4 columns 
Horizontal Wire Delay 2 cycles 

Vertical Wire Delay 2 cycles 
Router Delay 3 cycles 

Bank Access Delay 6 cycles 
 

TABLE III.  BENCHMARKS CHARACTERISTICS 

Benchmark Description # of 
Instructions 

# of L2 Access 

bt Block 
tridiagonal 

solver 

698.7M 58.9M 

cg Conjugate 
gradient 

490.8M 15.2M 

ep Embarrassingly 
parallel 

2786.9M 21.1M 

ft 3-D FFT PDE 821.9M 39.4M 
is Integer sort 20.5M 1.3M 
lu LU solver 330.3M 12.0M 
mg Multigrid 48.1M 2.0M 
sp Pentadiagonal 

solver 
361.4M 49.6M 

 

 Figure 8.  RPT hit rate in baseline 

 
Figure 9.  Prefetching count in baseline 

 
Figure 10.  Prepromotion count in baseline 
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for the LRU-friendly workloads [6]. During the execution 
of a program, DIP dynamically selects insertion policy 
from BIP and LRU according to the execution history 
information. 

According the characteristics of RPTs, we find that 
BIP is the most efficient policy for the RPT management. 
Because the size of RPT is smaller than the number of 
memory reference instructions in the loop in most cases, 
BIP can avoid RPT thrashing as shown in Fig. 6 and BIP 
outperforms DIP in most situations. Now, through the 
help of BIP, small RPTs can also bring up performance 
improvement to a certain extent. In the experiments 
shown in section 5 and section 6, we find even a RPT 
with a size of 8 blocks can get considerable performance 

improvement.  

IV.  SCALAR FILTER POLICY 

BIP accounts for the use characteristics of the RPT, but 
all of memory instructions are still managed in the same 

way as in LRU management. In fact, we only concerned 
the memory accesses to arrays with linear mode, and the 
scalar accesses in loops need not be predicted. The 
recording of these scalar access instructions in RPT only 
exerts pressure on the rare RPT resource. So we propose 
scalar filter policy (SFP) to distinguish the scalar access 
instructions and other ones in the RPT management. 

There are two key parts for the management of scalar 
accesses: recognizing the scalar accesses and using 
simple policy to filter them. To recognize them, we use 
an approximate method which considers memory  
reference instructions with stride of 0 as the scalar access. 
There are also array accesses with stride of 0, but the 
mistake of recognizing will not reduce the performance 
of prefetching because the stride of 0 means the data to be 
accessed has been in the cache. For prepromotion, the 
data accessed repeatedly (with a stride of 0) will also be 
promoted closer and closer to processors. In the other 
word, we modified the hit policy to filter scalar access 
instructions. Once an instruction is hit in the RPT with a 
stride of 0, we degraded it to the LRU position. In 
conclude, Fig. 7 illustrates the optimized RPT 
management policy. 

V.  EVALUATION METHODOLOGY 

To evaluate the performance of BIP and SFP in RPTs, 
we use the full-system simulator, Simics [7], to do our 
experiments. Table I lists the experimental configuration. 
Prefetching and prepromotion both target L2 cache. L2 
cache is organized as the NUCA structure, and its 
parameters are derived from CACTI 6.0 [8] as illustrated 
in Table II. In our experiments, the RPT has a size of 8 
blocks, which cost is similar as write buffer frequently 
used in current processors. 

We test 8 benchmarks from NAS Parallel Benchmark 
[9], in which five benchmark including cg, ep, ft, is and 
mg are kernel benchmarks while bt, lu and sp are in 
application level. Table III illustrates their characteristics. 
All benchmarks are compiled by GCC 4.2 with the 
optimizing option -O3. 

To evaluate our methods, we test different RPT 
management in both prefetching and prepromotion. We 
choose the RPT managed with the LRU replacement 
algorithm as our baseline. Fig. 8 illustrates the RPT hit 
rate in the baseline. The average hit rate in the baseline is 
42.4%. Fig. 9 shows the number of prefetching operations 
executed in the baseline. And Fig. 10 gives the number of 
prepromotion ones. The averages of them in the baseline 
are 2.4634*106 and 6.5479*107 respectively.  

VI.  RESULTS AND ANALYSIS 

As shown in Fig. 11, RPTs managed with the BIP and 
DIP policies both achieve improvements in hit rate over 
the LRU management in most benchmarks. The average 
improvements of BIP in the RPT hit rate arrives at 
52.97%, and the average one of DIP is 44.54%. Most 
benchmarks except ft get the best RPT performance in the 
BIP management. This is because that the number of loop 
body instructions in most benchmarks is more than the 
capacity of the RPT, which only contains 8 blocks. In all 
benchmarks, mg gets the most improvement in the RPT 
hit rate. And only ft gets the lower hit rate in BIP than 
that in LRU. In fact, the differences of ft among LRU, 
BIP and DIP managements are very slight, because ft’s 
RPT hit rate in the LRU management has also achieved 
very high value as shown in Fig. 8. The similar situation 

 
Figure 11.  Improvement in RPT hit rate over baseline 

 
Figure 12.  Comparison of LRU, BIP and BIP+SFP in RPT hit rate 
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also happens in the benchmark cg. Although the BIP 
management outperforms LRU and DIP in cg, the 
difference of them is very tiny.  

Fig. 12 compares LRU, BIP and the combination of 
BIP and SFP. Similar with the above analysis, the 
combination BIP and SFP achieves the best performance 
in most benchmarks except ft and cg. In the BIP and SFP 
management, the RPT hit rate improves by 53.81% 
averagely over the LRU management, while the average 
improvement in the only BIP management gets 52.97%. 
Because the benchmarks used in our experiments are 
small, most memory instructions that access scalars in 
loops are removed by the target codes after the -O3 
optimization of GCC. Since the number of registers are 
always very limit, there are more scalar memory accesses 
in real applications, where the SFP must get higher 
performance improvements. 

The more efficiency of the RPT is achieved, the more 
instructions with linear memory reference can be 
predicted. Fig. 13 shows the improvement in the number 
of prefetching. The BIP management gets the average 
improvement of 16.57% over the LRU one. And the 
combination of BIP and SFP improve the prefetching 

count by 18.85% averagely. 
Fig. 14 shows the improvement of prepromotion 

operations over the baseline. Prepromotion moves data 
between cache banks in the L2 NUCA cache, but 
prefetching does the data moving operations between 
memories and caches. Owning to its low delay cost, 
prepromotion is easier to do than prefetching. Thus, the 
prepromotion operations are more than the prefetching 
one even with the same RPT. The average improvement 
of prepromotion operations in the BIP management gets 
52.53% over the LRU, and that in the combination of BIP 
and SFP achieves 53.55%. 

VII.  RELATED WORK 

The techniques for solving or alleviating the memory 
wall problem have received much attention from both 
industry and academy. We summarize the work that most 
closely relates to the techniques proposed in this paper. 

A.  Promotion and prepromotion on NUCA 

Non-uniform cache architecture is firstly proposed by 
Changkyu Kim in 2002 [3]. Subsequently, many 
researches on NUCA emerged [10-17]. All this NUCA 
can be divided into two classes. One is the static NUCA, 
and the other is the dynamic one. The dynamic NUCA 
matches the diversity of different applications more, 
because the data in it does not fix in one cache bank. 
According the access information, the data in dynamic 
NUCA can be moved closer to the processor. This is the 
so-called promotion. Promotion reduces the access time 
of the data when it is accessed next time. However, 
promotion technique belongs to a passive one for hiding 
the memory access latency. Prepromotion is active. It can 
move data which has not been accessed now and may be 
accessed in the near future. Akio Kodama proposed one 
block ahead (OBL) prepromotion which was similar to 
OBL prefetching [4]. OBL prepromotion only 
prepromote the cache line which just follow the accessing 
ones. So it only takes effect on the continuous memory 
access pattern. The prepromotion studied in this paper 
prepromote data in linear memory access patterns, which 
means sequential accesses in a constant stride. It can 
solve the problem that OBL prepromotion targets as well. 
In this kind of prepromotion, RPT takes the most key role. 
The approaches proposed in this paper can improve the 
efficiency of the RPT, and this will also bring up the 
performance improvement of the prepromotion. 

B.  Prefetching on caches 

Prefetching on caches is one of the most important 
techniques for hiding the memory access latency. It can 
be divided into three classes, hardware prefetching [1], 
software one [2, 18, 19] and the combination [20]. 
Hardware prefetching fetches data only assisted by the 
hardware mechanism, while software prefetching acts 
when the corresponding prefetching instructions are 
executed. The prefetching studied in this paper belongs to 
the hardware one. It prefetching data with linear memory 
access patterns, and RPT is the key in the prefetching. 
Since the memory accesses filtered by L1 cache has lost 
the linear access patterns, the prefetching based on RPT 
was first proposed for L1 cache. However, Kim et al. 

 
Figure 13.  Improvement of prefetching operations over baseline 

 

 
Figure 14.  Improvement of prepromotion operations over baseline 
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extended this kind of prefetching to L2 cache [21]. 
Besides, the system level approach, which lays RPT 
beside the processor for L2 cache, also can solve this 
problem [5]. The approaches proposed in this paper can 
be adopted in both these mechanisms. 

C.  Cache replacement algorithm 

There are lots of researches on cache replacement 
algorithms [6, 22-27]. RPT is a cache-like memory. So, 
researches on cache may be borrowed for RPT. This 
paper borrows the bimodal insert policy which was 
proposed for L2 cache. The bimodal insert policy was 
first proposed by Qureshi et al. [6]. But there are many 
differences in the management between RPT and cache 
as well. In Qureshi research, L2 cache did not favor BIP 
mostly. The most effective policy is the DIP. The DIP 
acted better than BIP in shared caches as well [22]. 
However, since RPT is too small, we find that BIP is 
more adapted to RPT than DIP in our experiments. 
Besides, this paper proposes the scalar filter policy for 
RPT. SFP helps BIP acquire better performance by 
reducing the scalar access instructions in RPT. 

D.  Related work in optimizing RPT 

To predict the memory access patterns of applications 
more precisely, a lot of researches on RPT were studied 
[1, 28, 29]. Nesbit et al. used a global history buffer for 
data cache prefetching [28]. And Chen et al. proposed 
data access history cache (DAHC) to do prefetching [29]. 
However, they ignore the key problem that limit the using 
of RPT in real processors. That is the cost brought by 
RPT. In the original research of stride-based prefetching, 
a RPT of 512 blocks size was used, while in Chen’s study, 
the DAHC contains 1024 entries. The cost of too large 
RPT makes it less used in processors than write buffer, 
victim cache and other cache-like memories. This paper 
concerns the efficiency of the RPT management. After 
using our approaches, the capacity of RPT can be reduced 
significantly. The RPT used in our experiments only 
contains 8 blocks. 

VIII.  CONCLUSION 

To improve the performance of prefetching and 
prepromotion, this paper has studied the RPT 
management. We have borrowed the bimodal insert 

policy (BIP) from the L2 cache management, and have 
used it in the RPT management. Besides, we have 
proposed the scalar filter policy (SFP) to improve the 
RPT efficiency further. We have tested our approaches in 
8 NPB benchmarks on a full-system simulator in detail. 
The experiment results demonstrate the effectiveness of 
the BIP and SFP. After adopted the BIP and SFP 
management, the hit rate of RPT is improved by 53.81% 
and the operations of prefetching and prepromotion are 
improved by 18.85% and 53.55% respectively. 
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